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ABSTRACT

Can a software routing implementation compete in a field
generally reserved for specialized lookup hardware? This
paper presents DXR, an IPv4 lookup scheme based on trans-
forming large routing tables into compact lookup structures
which easily fit into cache hierarchies of modern CPUs.

DXR supports various memory/speed tradeoffs and scales
almost linearly with the number of CPU cores. The small-
est configuration, D16R, distills a real-world BGP snapshot
with 417,000 IPv4 prefixes and 213 distinct next hops into a
structure consuming only 782 Kbytes, less than 2 bytes per
prefix, and achieves 490 million lookups per second (MLps)
in synthetic tests using uniformly random IPv4 keys on a
commodity 8-core CPU. Some other DXR configurations ex-
ceed 700 MLps at the cost of increased memory footprint.
DXR significantly outperforms a software implementation
of DIR-24-8-BASIC, has better scalability, and requires less
DRAM bandwidth.

Our prototype works inside the FreeBSD kernel, which
permits DXR to be used with standard APIs and routing
daemons such as Quagga and XORP, and to be validated
by comparing lookup results against the BSD radix tree.

Categories and Subject Descriptors

C.2.6 [Computer-Communication Networks]: Inter-
networking; D.4.8 [Performance]: Measurements

General Terms

Algorithms, Performance, Experimentation

Keywords

Packet Lookup and Classification, Software Routers

1. INTRODUCTION
Determining each packet’s next hop by finding the longest

matching prefix in a forwarding table is the most fundamen-
tal operation which every Internet router has to perform.
Lookups have to be fast: for example, a single 100 GB/s
Ethernet port may receive up to 144 million packets per sec-
ond, while the search database in today’s Internet routers
may contain more than 420,000 IPv4 prefixes, and the IPv4
address space deaggregation is likely to continue unabated.
Furthermore, route lookup is only one of the many opera-
tions that a (software) router must perform, so the lookup
cost must be a small fraction of the packet interarrival time.

Software routing lookups have fallen out of focus of the
research community in the past decade, as the performance
of general-purpose CPUs had not been on par with quickly
increasing packet rates, which moved both the academic
community and the industry to devising specialized hard-
ware routing lookup schemes. While early hardware rout-
ing lookup proposals were centered around power-hungry
TCAMs or fast SRAMs, rumor has it that most router ven-
dors are turning to reduced latency DRAM chips coupled
with ASICs for performing parallelized and/or pipelined
routing lookups in their high-speed line cards.

The landscape has changed, however. First, the per-
formance potential of general-purpose CPUs has increased
significantly over the past decade, thanks to major im-
provements in instruction-level parallelism, shorter execu-
tion pipelines, better branch predictors, larger CPU caches,
and higher system and memory bus bandwidths; only the
DRAM latency remains unchanged at roughly 50 ns. The
silicon industry is embracing parallelism: general-purpose
CPUs with 4..8 cores are a commodity today, with 16 and
32 core parts expected to become mainstream soon.

Second, the increasing interest in virtualized systems and
software defined networks calls for a communication infras-
tructure that is more flexible and less tied to the hardware.
Software packet processing can address this requirement,
and the aforementioned performance improvements in gen-
eral purpose hardware are very timely in this respect.

Third, several recent works [8,12,13] have proposed and
demonstrated fast frameworks for software packet processing
with very little per-packet overhead, making the case for
revisiting the problem of software route lookups.

Our contribution: We propose an IPv4 lookup scheme
called DXR which runs efficiently in software on modern
general-purpose systems (multi core, fast caches, high la-
tency memory). DXR’s lookup structures are small enough
to reside entirely in L2 or L3 CPU caches even with full
sized BGP tables (4-500,000 entries). This reduces expen-
sive DRAM accesses during the lookup process, thus not
only avoiding latency but also achieving high scalability and
leaving precious DRAM bandwidth available for packet I/O
and other data transfers. In synthetic tests, DXR’s through-
put exceeds 700 million lookups per second (MLps) for ran-
dom queries on an 8-core commodity CPU, and breaks into
the billon lookups per second range for repetitive queries.

Parts of DXR are similar to other proposed techniques,
which is not surprising: the minuscule time budget for each
lookup requires simple solutions. Our data structures, how-
ever, are significantly more compact than those in other soft-

ACM SIGCOMM Computer Communication Review 30 Volume 42, Number 5, October 2012



ware routing lookup proposals, which was instrumental for
achieving better performance and scalability.

The rest of the paper is structured as follows: Sec-
tion 2 describes related work. Section 3 presents our lookup
scheme, motivates design choices, and discusses implemen-
tation tradeoffs. Section 4 contains a detailed performance
evaluation under different operating conditions, and com-
pares DXR with other routing lookup schemes.

2. RELATED WORK
IP lookup algorithms have been well studied in the past,

first for software-based solutions, and eventually focusing on
designs that could be implemented in hardware to overcome
the perceived (or actual) mismatch between network and
CPU speeds. We summarize only the main results here.

Ruiz-Sanchez et al. [14], and Waldvogel et al. [20] give
useful surveys of software solutions up to the year 2001,
which covers most of the research on software lookups. Tra-
ditional solutions involve tries [15], optimized to reduce the
number of search steps by compressing long paths (Level-
Compressed tries, [10]), or using n-ary branching (Multibit
Tries, [17]). Given the small and fixed problem size, some
ad-hoc solutions have been proposed that expand the root
into a 2k array of pointers to subtrees, as in DIR-24-8 [7]
and in Lampson-Varghese [9]. Prefixes can be transformed
into address ranges or intervals, which reduces the lookup
to a binary search into an array of ranges [9]. Similarly ex-
ploiting the problem size, the Lulea scheme [4] partitions
the trie in three levels (using 16, 8, 8 bits) and then uses a
compact representation of the pointers.

As an alternative, Waldvogel et al. [20] propose the use
of separate hash tables for each prefix length, starting the
search from the most specific prefix and then moving up.
This scheme is elegant but not particularly fast compared
to other solutions for IPv4.

Caching recent lookup results using on-chip memory is
discussed for instance in [18] and [16]. Chiueh and Pradhan
achieved around 88 MLps with host address caching on a
500 MHz DEC Alpha with 1 Mbyte of L2 cache (updates
were not discussed) in 1999 [18]. The approach presented
in [16] relies on temporal locality in the lookups, which is
frequent in the leaves but less so in the core of the network.

Especially important in [14] is the comparison of actual
run times of multiple algorithms, which permits ranking
them irrespective of absolute performance. The peak per-
formance reported in the literature for such software solu-
tions ranges between 2 and 5 MLps on 1999 machines [14],
and 3 to 20 MLps on 2006 hardware [6].

Scaling these figures to modern hardware is not trivial, be-
cause the performance is dominated by memory access laten-
cies. In fact, all the rest being equal, performance may vary
by an order of magnitude or more depending on routing ta-
ble size and request distributions. This also means that the
memory footprint of a lookup scheme has a strong impact
on its feasibility, especially as the number of prefixes grows
(going from approx. 38 K prefixes in 1997 to the current
420 K prefixes in a full BGP table). In this respect, existing
schemes tend to have quite large memory footprints, from
the 24 bytes per prefix of the Lampson-Varghese scheme [9]
to the 4.5 bytes per prefix of the Lulea [4].

The problem size can be reduced by performing routing
table aggregations. SMALTA [19] shows a practical, near-
optimal FIB aggregation scheme that shrinks the forwarding

table size without modifying routing semantics or the exter-
nal behavior of routers, and without requiring changes to
FIB lookup algorithms and associated hardware and soft-
ware. The claimed storage reduction is by at least 50%.

Due to the general inability of doing packet processing at
line rates in software, the past decade has seen a shift of
interest to hardware-related solutions for routing lookups.
As mentioned in the previous section, however, the combi-
nation of faster processing nodes, and an increased interest
in virtualization, makes software IP lookups relevant again.

3. DISTILLING ROUTING TABLES
Our lookup algorithm, called DXR, and its data structures

stem from a well known idea [9]: projecting a routing ta-
ble onto a set of contiguous, non-overlapping address ranges
covering the entire address span of a network protocol. The
address range containing the search key can then be found
through binary search. While the concept of projection is
not new, the novelty in DXR is a careful encoding of the
information, so that address ranges and associated informa-
tion consume a small amount of memory, and are organized
in a way which inherently exploits cache organization and
hierarchies of modern CPUs to achieve high lookup speeds
and parallelism of execution on multiple processor cores.

Note that our primary goal was not to implement a univer-
sal routing lookup scheme: data structures and algorithms
which we describe in this paper have been optimized exclu-
sively for the IPv4 protocol. Direct lookups [7], which DXR
relies on before doing binary search on address ranges, are
infeasible with IPv6 due to longer keys and sparsely popu-
lated address space (0.026%, vs. 60.36% for IPv4) [1].

3.1 Building the search data structure
A network prefix is commonly indicated as a pair ad-

dress/prefix length, where the latter is the number of left-
most bits in the address to be matched against the key; the
remaining bits are ignored. Among all the prefixes match-
ing a given key found in a routing database, the one with
the longest prefix length must be used for selecting the next
hop.

Consider a sample routing database specified in a canon-
ical {prefix, next hop} notation:

IPv4 prefix next hop
1: 0.0.0.0/0 A
2: 1.0.0.0/8 B
3: 1.2.0.0/16 C
4: 1.2.3.0/24 D
5: 1.2.4.5/32 C

Building of the search data structure begins by expanding
all prefixes from the database into address ranges, and tak-
ing into account that more specific prefixes take precedence
over less specific ones. This results in a sorted sequence of
non-overlapping address ranges:

IPv4 address range next hop (prefix)
1: 0.0.0.0 .. 0.255.255.255 A (1)
2: 1.0.0.0 .. 1.1.255.255 B (2)
3: 1.2.0.0 .. 1.2.2.255 C (3)
4: 1.2.3.0 .. 1.2.3.255 D (4)
5: 1.2.4.0 .. 1.2.4.4 C (3)
6: 1.2.4.5 .. 1.2.4.5 C (5)
7: 1.2.4.6 .. 1.2.255.255 C (3)
8: 1.3.0.0 .. 1.255.255.255 B (2)
9: 2.0.0.0 .. 255.255.255.255 A (1)
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Neighboring address ranges that resolve to the same next
hop are then merged. In the above example, ranges 5, 6 and
7 all resolve to next hop ”C”, and the table is reduced to:

IPv4 address range next hop (prefix)
1: 0.0.0.0 .. 0.255.255.255 A (1)
2: 1.0.0.0 .. 1.1.255.255 B (2)
3: 1.2.0.0 .. 1.2.2.255 C (3)
4: 1.2.3.0 .. 1.2.3.255 D (4)
5: 1.2.4.0 .. 1.2.255.255 C (3,5)
6: 1.3.0.0 .. 1.255.255.255 B (2)
7: 2.0.0.0 .. 255.255.255.255 A (1)

We do not need to store all the above information in the
lookup table. The end address can be derived from the start
of the next interval, whereas the reference to the original
prefix is not necessary for lookup purposes. Hence, each
entry only needs the start address (4 bytes) and the next
hop (1 or 2 bytes to index an entry in an external next hop
descriptor table):

interval base next hop
1: 0.0.0.0 A
2: 1.0.0.0 B
3: 1.2.0.0 C
4: 1.2.3.0 D
5: 1.2.4.0 C
6: 1.3.0.0 B
7: 2.0.0.0 A

It can be trivially shown that any routing table containing
P prefixes generates no more than 2P + 1 non-overlapping
ranges. Provided that such a table is kept sorted, it can be
searched in logarithmic time in the number of address range
entries. With sizes of global BGP routing tables approach-
ing 500,000 prefixes, the worst case results in 106 elements,
about 6 Mbytes of memory and 20 search steps, both pro-
hibitively large for our target search times.

3.2 Saving space and time
The next construction step is to shorten the search by

splitting the entire range in 2k chunks, and using the initial
k bits of the address to reach, through a lookup table, the
range table entries corresponding to the chunk. Figure 1
shows the arrangement for k = 16.

The concept of indexing the lookup tables with a relatively
large portion of the IPv4 key was inspired by DIR-24-8 [7],
and is effective because of the small key size (32 bit). Com-
pared to DIR-24-8, we use fewer index bits (k = 16..20 is
used to choose a suitable space/time tradeoff), resulting in
smaller lookup tables so that the whole data structure can
fit as high as possible in the CPU cache hierarchy.
Lookup table entries: Each entry in the lookup table
must contain the position and size of the corresponding
chunk in the range table. We use 32 bits per entry, with
1 bit to indicate the format of the chunk (see below), 12
bits for the size, and 19 bits for the position of the chunk
in the range table. Chunks with only one entry bypass the
range table (see e.g. entries 0 and 1 in Figure 1): a special
value for size indicates that the 19 bits are an offset into the
next-hop table. In this case the lookup requires a single L2
cache access.

This arrangement works for up to 219 address ranges af-
ter aggregation, and up to 4096 entries per chunk. These
numbers should provide ample room for future growth. The
decision on how to split the bits can be changed at runtime

Figure 1: An example of DXR’s data structures.
The lookup table has fixed size (2k 32-bit entries),
whereas the size of the range table is variable.

when rebuilding the tables, and it is trivial to recover extra
bits e.g. by artificially extending chunks so that they have a
multiple of 2, 4, 8 entries, with negligible memory overhead.
Range table entries: With k bits already consumed to
index the lookup table, the range table entries only need to
store the remaining 32 − k address bits, and the next hop
index. Thus, if we choose k ≥ 16 bits for the lookup index,
and assuming each next hop can be encoded with 16 bits,
4 bytes suffice for these “long” entries. For example, the
chunk covering the range 1.2.0.0/16 can be encoded as:

interval base next hop
1: 0.0 C
2: 3.0 D
3: 4.0 C

We introduce a further optimization which is especially
effective for large BGP views, where the vast majority of
prefixes are /24 or less specific, and the number of distinct
next hops is typically small. If all entries in a chunk contain
/24 or less specific ranges, and next hops that can be en-
coded in 8 bit, we use a “short” format with only 16 bits per
entry (the least significant 8 bits do not need to be stored).
Therefore, the short format for the 1.2.0.0/16 chunk is:

interval base next hop
1: 0 C
2: 3 D
3: 4 C

As mentioned, one bit in the lookup table entry is used to
indicate whether a chunk is stored in long or short format.

3.3 Lookup algorithm
Given the above structure, the lookup algorithm is trivial:

the k leftmost bits of the key are used as an index in the
lookup table. If the entry points to the next hop, the lookup
is complete. Otherwise, the (position, size) information in
the entry select the portion of the range table on which to
perform a binary search of the (remaining bits of the) key.

Since range table entries are small (2 or 4 bytes), as the
binary search proceeds, chances are that the remaining en-
tries to be looked up have already migrated from L2 to the
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Table 1: Characterization of the DXR data structures for several different IPv4 routing tables. The time to
rebuild the lookup structures from scratch is also given, in milliseconds.

k = 16 (D16R scheme) k = 18 (D18R scheme)
Table IPv4 Next Total Full Ranges Build Total Full Ranges Build

snapshot prefixes hops bytes chunks short long (ms) bytes chunks short long (ms)
static 4 2 262248 2 0 8 0.01 1048676 2 0 7 0.03
LINX 417523 213 800672 12935 200436 33130 89.44 1548700 25494 211724 17885 210.13

U. Oregon 421059 38 827204 13627 220042 31010 98.15 1574872 27251 233618 14531 227.47
PAIX 412568 80 765752 13082 215432 17700 91.28 1522992 24801 217078 9579 210.07

L1 CPU cache (today’s cache line sizes being 64 bytes long).
This inherently further speeds up the lookup process.

3.4 Updating
Our lookup structures store only the information neces-

sary for resolving next hop lookups, so a separate database
which stores detailed information on all the prefixes is re-
quired for rebuilding the lookup structures. The radix tree
already available in the FreeBSD kernel is well suited for
that purpose, although in principle other routing database
formats could work with DXR as well.

Updates (additions and removals of individual prefixes)
are handled as follows: first, updates covering multiple
chunks (prefix length < k) are expanded in smaller entries,
each covering a single chunk; then each chunk is processed
independently and rebuilt from scratch.

The process of rebuilding a chunk begins by finding the
best matching route for the first IPv4 address belonging to
the chunk, translating it to an range table entry, and stor-
ing it on a heap. The algorithm then continues to search the
primary database for the next longest-matching prefix, until
the search falls out of the scope of the current chunk. As
more prefixes are found, if they point to the same next hop
as the descriptor currently on the top of the address range
heap, they are simply skipped over, until a prefix pointing
to a different next hop is encountered. This allows for very
simple yet surprisingly efficient aggregation of routing infor-
mation, and is the key factor which contributes to the small
footprint of the lookup structures. If the range table heap
contains only a single element when the process ends, the
next hop can be directly encoded in the lookup table, and
the range table heap may be released.

The rebuild time can be reduced by coalescing multiple
updates into a single rebuild (we have implemented this by
delaying the reconstruction for several milliseconds after the
first update is received), and processing chunks in parallel,
if multiple cores are available (this does not reduce the total
work but does reduce the wall clock time).

4. PERFORMANCE EVALUATION
Most high speed software lookup algorithms, including

ours, are particularly sensitive to memory access latencies.
Because of significant differences in access times between
various levels of CPU caches, and especially off-chip DRAM,
it is crucial that data structures and access patterns permit
data to reside as high as possible in the cache hierarchy.

Keeping the memory footprint of lookup structures small
helps, but the actual access pattern to data structures plays
a major role as well, which in turn depends on the database’s
content and traffic patterns. Systems handling a limited
number of traffic flows may generate repeated requests for a

small set of keys, whereas routers in the core of the network
are more likely to see a more varied set of requests.

Other factors influence memory access patterns and cache
behavior: i) modern CPUs often have multiple cores, run-
ning in parallel and contending for shared DRAM, L3 and
sometimes even L2 caches; ii) packets are often processed
in batches [5,12], which reduces synchronization overheads,
increases memory locality, and exploits internal parallelism
in CPUs through pipelining memory access requests.

In our evaluation, we attempted to isolate and investigate
the effects of these phenomena. Interested readers can find
our implementation, which includes test code, at [2].

4.1 Experimental setup
Databases: Our primary test vectors were three IPv4 snap-
shots from routeviews.org BGP routers, each with a slightly
different distribution and number of prefixes and next hops
(Table 1). Here we present the results obtained using the
LINX snapshot, selected because it is the most challenging
for our scheme: it contains the highest number of next hops,
and an unusually high (for a BGP router) number of prefixes
more specific than /24, see Figure 2.
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Figure 2: Distribution of prefix lengths for the
linx.routeviews.org BGP snapshot, April 2012.

Request patterns: Rather than relying on a specific traf-
fic trace which typically exhibit locality, lookup performance
was measured using synthetic streams of random IPv4 ad-
dresses. We used large arrays (256 million entries) of pre-
computed random IPv4 keys, uniformly distributed across
the entire address space excluding multicast and other re-
served ranges. The precomputation removed the cost of ran-
dom number generation from the measurement. During the
tests, each CPU core issued lookup requests in a tight loop,
reading keys from an independent section of the array in
order to avoid multiple worker threads synchronizing on the
same stream of keys, which could artificially increase CPU
cache locality. We used three different request patterns:
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• REP (repeated): each key is looked up 16 times be-
fore moving to the next one. This represents the best
possible but overly optimistic situation where the ma-
jority of requests can be served from L1 CPU cache
and a well-trained branch predictor. This is similar
to what might happen on a router handling a small
number of flows;

• RND (random): each key is looked up only once.
The test loop has no data dependencies between itera-
tions, so that CPUs capable of out-of-order execution
can achieve increased single-thread throughput, pri-
marily by pipelining memory access requests, which is
enabled by processing of lookup requests in batches.
This workload tries to replicate the worst case for a
high performance router working in the core of the
network, where flows are spread across the entire IPv4
address space with minimum or no temporal locality.

• SEQ (sequential): same as RND, but the timing loop
has an artificial data dependency between iterations so
that requests become effectively serialized. This pat-
tern is meant to emulate the behavior with individual
lookups, or on CPUs without efficient out-of-order ex-
ecution capabilities.

Hardware: Our primary test machine had a 3.6 GHz
AMD FX-8150 8-core CPU and 4 Gbytes of RAM. Each
pair of cores share a private 2 Mbyte L2 cache block, for a
total of 8 Mbytes of L2 cache. All 8 cores share 8 Mbytes of
L3 cache. We also ran some benchmarks on a 2.8 GHz Intel
Xeon W3530 4-core CPU with smaller but faster L2 caches
(256 KB per core), and 8 Mbytes shared L3 cache.

Each timing test ran for 10 seconds (which in most cases
amounts to more than 200 million lookups per CPU core),
averaging the throughput over the entire test. While the
measurements had very low variance (less than 1%), at these
speeds even small changes in the test code, compiler opti-
mizations, or memory configuration may lose or gain 10-20%
in the performance. For this reason, all tests ran on the same
platform/compiler (FreeBSD 8.3, amd64, gcc 4.2.2).

4.2 DXR performance
The number of leftmost bits of IPv4 keys used as a direct

index in the lookup table (parameter k) significantly influ-
ences all aspects of DXR performance. Table 2 illustrates
the tradeoffs in terms of speed, memory footprint and build
times for different values of k and number of threads, for the
RND workload. Memory consumption grows exponentially
for large k, as the size of the lookup table exceeds the range
table size. This also contributes to the time required for
rebuilding the lookup structures growing rapidly with large
values of k.

More importantly, choosing too large a value for k re-
sults in working set overflowing L2 CPU caches towards L3
or even DRAM, reducing the performance and limiting the
scalability to multiple execution cores. Figure 3 reveals how
in our synthetic tests the peak lookup performance depends
on cache hierarchy organization of a particular CPU. We
expect that in real-world datapaths, where several working
sets corresponding to different stages of packet forwarding
workload would compete for CPU caches, optimal choices for
k would be typically lower than what could be observed in
synthetic benchmarks which isolated only lookup requests.

Table 2: Performance of DXR (memory size, lookup
speed, build time) for variable k and two different
processors, RND workload.

AMD FX-8150, 3.6 GHz, 8 cores, 4x2MB L2 cache, 8 MB L3 cache

Memory | Speed vs. active CPU cores (MLps) | Build
k Kbytes | 1 2 3 4 5 6 7 8 | time (ms)

----------+----------------------------------------+----------
16 782 | 75 136 211 271 344 405 454 491 | 89
17 1022 | 95 167 264 338 427 503 558 603 | 135

18 1512 | 115 204 318 408 513 600 666 718 | 210
19 2495 | 110 194 305 393 495 578 655 709 | 314

20 4474 | 100 177 270 348 436 510 592 643 | 448
21 8449 | 91 159 222 282 348 398 456 499 | 630

23 32802 | 45 78 100 116 128 141 151 160 | 1621
24 65560 | 43 74 95 110 121 133 141 150 | 2929

Xeon W3530, 2.8 GHz, 4 cores, 4x256 kB L2 cache, 8 MB L3 cache

Memory | Speed vs. active CPU cores (MLps) | Build
k Kbytes | 1 2 3 4 | time (ms)

----------+----------------------------------------+----------
16 782 | 64 127 190 253 | 111

17 1022 | 76 152 228 303 | 174
18 1512 | 93 185 277 368 | 280

19 2495 | 115 229 341 451 | 408
20 4474 | 137 273 406 531 | 552
21 8449 | 102 179 247 311 | 678

23 32802 | 57 101 138 165 | 1380
24 65560 | 54 96 130 153 | 2667
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Figure 3: Speed vs. k for AMD and Xeon proces-
sors, 1 and 4 cores, RND workload.

Therefore, we focus on DXR configurations with k=16 and
k=18 (D16R, D18R), considering the 19 and 20 bit versions
to be feasible only on machines with very large or very fast
L3 caches.

As shown in Figure 4, average lookup throughput with
D18R is consistently faster compared to D16R on our test
systems which have large caches. The REP pattern features
the highest throughput, exceeding 1100 MLps on 8 CPU
cores, while RND peaks slightly above 700 MLps, and SEQ
reaches approximately 400 MLps (all with 8 cores). Single-
thread performance is 190, 115 and 61 MLps, for REP, RND,
and SEQ tests respectively. D16R is 25% to 50% slower due
to lower hit rates in the lookup table, which causes more
queries to be resolved via (slower) binary search iterations.

Table 3 shows the distribution of binary search steps
for uniformly random queries observed using the LINX
database. Even though the recourse to the binary search
is limited, one wonders how the system would behave with
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Figure 4: Average IPv4 lookup performance. The
staircase in the top curves is due to interference in
accessing the L2 cache shared between core pairs.

a really degenerate request pattern. To this purpose, we ran
microbenchmarks using the usual streams of uniformly ran-
dom keys, but recorded average lookup durations based on
the number of binary search steps (with n = 1..9) required
for completion of each request. Figure 5 indicates how the
lookup time changes depending on the number of steps (the
graph is for D18R, but D16R is almost the same because the
two schemes only differ in the hit rate on the lookup table
before the binary search). In absolute terms, each core is
still able to deliver between 10 and 50 MLps.

In this graph we use the time (ns/lookup) instead of aggre-
gate rate on the y-axis to show two phenomena: i) the inter-
ference between multiple cores, causing a modest slowdown
of the individual threads (about 15%, for a total speedup of
6.9 instead of 8 with 8 cores); ii) a slightly superlinear de-
pendency on the number of steps, presumably due to larger
chunks (they grow exponentially in the number of steps)
that in turn increase the probability of a cache miss.

Table 3: Fraction of addresses that require exactly n

iterations in the binary search (n = 0 means a direct
match in the lookup table).

k | Number of search steps

| 0 1 2 3 4 5 6 7+
-----+---------------------------------------------------------
D20R | .945 .0204 .0255 .0083 .0011 <1e-4 <1e-4 <1e-5

D18R | .864 .0355 .0515 .0302 .0147 .0040 .0004 <.00003
D16R | .757 .0400 .0658 .0546 .0430 .0268 .0106 <.0022

4.3 Comparison with other schemes
We compared DXR with a software implementation of

DIR-24-8-BASIC [7], a seminal and still widely popular high
speed IPv4 lookup scheme, although primarily devised for
pipelined implementation in hardware. DIR-24-8 does a 24-
bit expansion at the beginning, followed by an additional
secondary direct lookup if a chunk contains prefixes more
specific than /24:

int dir_24_8_lookup(uint32_t dst) {

int nh = tbl_0_23[dst >> 8]; // index in the next hop table
if (nh & 0x8000)

nh = tbl_24_31[((nh & 0x7fff) << 8) | (dst & 0xff)];
return nh;

}
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core for D18R depending on the number of search
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This simplicity is hard to beat, unless memory access be-
comes prohibitively slow compared to other algorithms with
a smaller memory footprint. This is exactly the case be-
tween DIR-24-8 and DXR, the comparison of which is shown
in Figure 6 using the RND synthetic workload.

The throughput of DIR-24-8 (and D24R, which has mem-
ory footprint twice as big) flattens as the number of par-
allel worker threads grows: the large amount of memory
used (about 32 Mbytes) causes frequent accesses to off-chip
DRAM which saturates with parallel worker threads. In
real-world applications, the pressure on the DRAM bus may
also interfere badly with other memory traffic, such as net-
work cards reading/writing packets to main memory.
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As a final data point, the following table shows the perfor-
mance of BSD radix tree lookups with the REP and RND
workloads, and different number of CPU cores. The com-
parison is interesting because our DXR code has been devel-
oped as part of the FreeBSD kernel and aims at replacing
the standard BSD code in the packet forwarding datapath.
Low performance is not just due to a slow algorithm, but
also the fact that trie entries are very large (about 200 bytes
each on a 64-bit machine) so the cache and memory buses
are thrashed when the lookups are performed.

TEST | Speed vs. active CPU cores (MLps), Xeon HT
| 1 2 3 4 5 6 7 8

------+---------------------------------------------------
RND | 2.2 3.5 5.5 6.8 8.7 9.9 11.7 12.7

REP | 9.6 11.7 20.5 22.3 30.4 32.1 38.6 38.4
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4.4 Table updates
Timescales for incrementally updating lookup structures

are significantly longer than for lookups. In a random or-
der, we removed and then added back each prefix to an
already fully populated routing table corresponding to the
LINX BGP snapshot. Figure 7 shows that handling updates
for less specific IPv4 prefixes was more time consuming as
they required rebuilding large blocks of the lookup table
and range chunks, whereas more specific prefixes affected
less entries, hence could be processed faster.
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On average, updating lookup structures took 11.9, 11.0,
and 10.2 ms per prefix for D16R, D18 and D20R respectively,
which corresponds to more than 80,000 updates per second
(latencies do not include the time required for updating the
primary database, i.e. the BSD radix tree). Rebuilding
all lookup structures corresponding to a full sized BGP feed
from scratch is much faster and can be done in a fraction of
a second, as reported earlier in tables 1 and 2.

5. CONCLUDING REMARKS
Much of the performance of DXR comes from the simplic-

ity of the algorithm and the small size of its data structures,
which fit easily in caches of contemporary commodity CPUs.

Depending on the configuration and query pattern, even
with a full BGP snapshot DXR can perform from 50 million
to 200 million IPv4 lookups per second on a single core, and
its MLps throughput scales almost linearly with the number
of active CPU cores in synthetic tests. This suggests that it
might become feasible again [11] for hardware-based routers
to offload routing lookups to general-purpose CPUs.

We plan to extend our experiments by constructing a func-
tional IPv4 router using DXR on top of Netmap [12]; this
should allow us to study the effects of lookup structures
being (partially) displaced from CPU caches by other data
structures, processing stages and device I/O involved in a
software packet forwarding datapath. Together with our
work on fast packet scheduling [3], we are building the blocks
to achieve significant performance improvements in software
packet processing.
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