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ABSTRACT

This paper introduces libtrace, an open-source software li-
brary for reading and writing network packet traces. Lib-
trace offers performance and usability enhancements com-
pared to other libraries that are currently used. We de-
scribe the main features of libtrace and demonstrate how the
libtrace programming API enables users to easily develop
portable trace analysis tools without needing to consider
the details of the capture format, file compression or inter-
mediate protocol headers. We compare the performance of
libtrace against other trace processing libraries to show that
libtrace offers the best compromise between development ef-
fort and program run time. As a result, we conclude that
libtrace is a valuable contribution to the passive measure-
ment community that will aid the development of better and
more reliable trace analysis and network monitoring tools.

Categories and Subject Descriptors: C.2.0 [Computer
Communications Networks]: General

General Terms: Measurement, Performance

Keywords: Trace Analysis, Packet Capture, Protocol De-
coding

1. INTRODUCTION
Network packet traces are a widely used source of Internet

measurement data, as they provide a detailed and compre-
hensive record of the Internet traffic traversing a link. Pack-
ets are captured and stored exactly as they appeared on the
network (although some truncation may be performed) and
they cannot be easily processed and analysed using simple
scripts or statistical languages. Even basic research tasks
such as counting the amount of traffic observed on a given
TCP port can require complicated code to decode the packet
headers and extract useful values from the raw binary data.

As a result, researchers typically utilise a software library
that can decode captured packets and process them in an ab-
stracted fashion to analyse packet traces. The most widely
used of these libraries is libpcap [1], which can be used to
read packet traces captured using the pcap format (such as
captures taken with the tcpdump tool).

However, libpcap has several weaknesses. Firstly, there
is no support for capture formats other than pcap, mak-
ing conversion necessary to analyse any traces captured us-
ing a different format. This can lead to the loss of impor-
tant information and a reduction in timestamp resolution.
Secondly, libpcap has no support for decoding the packet
contents. Instead, the user must write their own decoding
functions. This is often an error-prone and time consum-

ing process, even for experienced programmers, due to the
edge-cases and unexpected behaviour that can be observed
in real Internet traffic. Finally, most trace files are stored
compressed due to their size but libpcap does not include
any native support for reading or writing compressed files.
Instead, any input or output must be piped through the gzip
tool but the pipe can often act as a bottleneck, reducing the
performance of the analysis program.

In response, we have developed libtrace, an open-source
software library for reading, processing and writing packet
traces that addresses the weaknesses of libpcap and other
trace processing libraries. Libtrace has been written using
the C programming language and has been actively devel-
oped and used for over five years.

The principal features of libtrace can be summarised as
follows:

API: The libtrace programming API has been designed to
be streamlined, consistent and comprehensive. The specifics
of compression, capture formats and protocol headers are
handled by the library rather than the programmer, making
development of analysis tools both faster and simpler. A
libtrace program typically requires 40% fewer lines of code
than an equivalent libpcap program.

Capture format agnostic: A libtrace program can read
from and write to any supported capture format without
code changes, making format conversion unnecessary. Lib-
trace supports most common packet trace formats and can
also read from and write to live capture interfaces and En-
dace DAG cards [2]. Internally, each capture format is a
separate module so adding support for new capture formats
is trivial.

Protocol decoding: The libtrace API enables users to di-
rectly access the protocol header for any layer at or below
the transport layer, automatically decoding and skipping
any intermediate headers. Libtrace includes full support for
protocols that older tools and libraries may not support,
such as IPv6, VLAN, MPLS and PPPoE headers. Further-
more, edge-cases such as IP fragments, incomplete headers
or tunnelling are handled correctly by libtrace rather than
relying on the user to detect and handle them.

Compression: Libtrace supports reading and writing com-
pressed trace files using both the gzip and bzip2 formats.
Compression and decompression are performed using a sep-
arate thread, providing additional parallelism. For analyses
where I/O is the limiting factor, this offers improved perfor-
mance over piping data through a gzip process.
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Figure 1: The architecture of libtrace.

Performance: In addition to performance improvements
from the threaded I/O, libtrace is optimised to avoid copy-
ing packets in memory wherever possible and to cache packet
properties to avoid decoding the same packet header multi-
ple times. In practice, libtrace is notably faster than other
protocol header decoding libraries.

Libtrace is not the first trace processing library that at-
tempts to address the weakness of libpcap; previous efforts
include libcoral [3], libnetdude [4] and scapy [5]; but we
shall demonstrate that libtrace offers a better compromise
between the effort required to develop a working analysis
program and the subsequent performance of that program.

2. DESIGN AND ARCHITECTURE
Over the past five years, libtrace has evolved primarily

to support the research activities conducted by the Univer-
sity of Waikato, with an emphasis on both ease of develop-
ment (especially for student projects) and performance (as
we work with large trace sets). A high-level view of the cur-
rent architecture of the libtrace library is depicted in Figure
1. The arrows describe the communication between the user
program, library components and the capture source. The
libtrace library consists of 12,842 lines of C and C++ code
and comes bundled with a set of tools that perform common
trace manipulation and analysis tasks including splitting,
anonymising and merging trace files.

In the following subsections, we shall describe each of the
library components in turn and discuss the reasoning behind
their current implementation.

2.1 Capture Formats
Many capture formats exist and each differs slightly from

the others. The de-facto standard is the pcap format, pri-
marily due to the ubiquity of both the libpcap library (for
writing analysis software) and the tcpdump tool (for cap-
turing and examining trace files). Another common format
is the ERF format employed by Endace high-performance
capture hardware [2], which we use to capture many of the
trace files we use for our research.

Traces using formats other than pcap must be converted
to pcap before they can be analysed using libpcap or tcp-

Format Input Output
Pcap file X X

Pcap interface X X

ERF file X X

DAG capture hardware X X

Native Linux interface X X

Native BSD interface X 7

TSH / FR+ X 7

Legacy DAG files X 7

ATM cell header file X 7

RT network protocol X 7

Table 1: Trace formats supported by libtrace.

dump and this can have unintended consequences. For in-
stance, converting an ERF trace to pcap loses timestamp
precision (the pcap timestamp format only has microsecond
precision whereas ERF timestamps have nanosecond resolu-
tion [6]), the loss counter and the interface that the packet
was captured on, which often describes the packet direction.
While direction can sometimes be inferred from MAC or IP
addresses within the recorded packet itself, this requires that
the addresses have not been modified or anonymised subse-
quent to the original capture.

Therefore, we have designed libtrace to support multiple
trace formats, enabling the user to analyse a trace in its
native format and removing the need for potentially lossy
format conversions. Each supported capture format is im-
plemented as a separate module within libtrace. The module
provides all of the capture format-dependent functionality,
such as opening capture sources, reading packet records and
accessing information stored within the capture header such
as timestamps, wire lengths and loss counters.

The libtrace API provides format-neutral functions that
developers can call within their program to act upon a cap-
ture source or a packet record. When the API function is
called, the matching function for the capture format asso-
ciated with the trace or packet parameter is then invoked.
For example, if trace read packet is called on a pcap trace
file, libtrace will call the ‘read packet’ function provided by
the pcapfile format module and return the result. This is
entirely transparent to the programmer; they simply call the
libtrace API function and the library handles the rest.

Because the libtrace API is entirely format-neutral, a lib-
trace program is “capture format agnostic”, i.e. the trace
format and location can be specified as a command-line ar-
gument and adjusted by the user as needed, but the same
code will read and write any of the supported trace formats
without modification and recompilation. Libtrace can au-
tomatically detect the format for many input sources, so
specifying the capture format is often unnecessary.

One benefit of this approach is that a program can be
developed and tested against off-line trace data before be-
ing deployed (without any code changes) on a live capture
device, such as a DAG card. Libtrace will also implicitly
convert packets from one format to another if the user se-
lects a different format when writing packets to an output
trace. The conversion is performed internally by libtrace
and converts between formats as faithfully as possible.

Table 2.1 lists the trace formats that are supported by
libtrace. Output is not supported for many of these formats
because the formats are either obsolete (in the case of the
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legacy DAG formats) or have not been requested by users.
The structure of libtrace enables programmers to easily add
support for new trace formats and capture devices to future
versions of the library without having to change the libtrace
API. Once the code for the new format is added (typically as
a separate source file), the only other necessary changes are
to ensure the format constructor is called by the trace init

function inside libtrace and to update the build system to
compile and link the new module into libtrace.

2.2 File Compression and Libtrace I/O
Packet trace files used in Internet measurement research

are often large and are usually compressed to reduce storage
requirements. The typical approach for reading compressed
trace files is to use a separate process to decompress the
trace, piping the decompressed packets into the analysis pro-
gram via standard input. This allows the decompression to
occur in parallel with the analysis, improving performance
on multi-core systems. However, the size of the pipe buffer
(64 KB in Linux) limits the rate at which data can be passed
between the decompression and analysis processes.

Instead, I/O in libtrace is implemented using separate
threads rather than separate processes. For example, when
decompressing a trace, the I/O thread writes the decom-
pressed data into one of fifty 1 MB buffers. Once a buffer
is full, a signal is sent to the main thread to indicate there
is data available for processing. The main thread reads the
packets from the filled buffer as they are requested by the
analysis, while the I/O thread moves on to filling the next
buffer. When the main thread has emptied the buffer it is
reading from, it sends a signal to the decompression thread
to indicate that the buffer is available for writing again.

Libtrace supports three compression formats: raw (i.e.
uncompressed files), zlib and bzip2. When a trace file is
first opened for reading by a capture format module, the
compression format that was used to create the file is deter-
mined by examining the magic number at the start of the
file and the appropriate I/O module is then associated with
the file. Writing compressed trace files is similar, except
that the compression format must be specified by the caller
when the file is opened.

2.3 Protocol Decoding
When using libpcap, the programmer must develop code

to decode the protocol headers and find the data that they
are interested in. For example, an analysis of TCP source
and destination ports must include code to search for the
TCP header, starting from the beginning of the packet and
skipping over any other headers which may be present. Be-
cause of the extra development effort required, tools written
using libpcap are seldom capable of parsing header combi-
nations that were not encountered by the author, limiting
their usefulness to a wider audience.

Another problem that arises when decoding protocol head-
ers is the variety of edge-cases that occur when examining
real Internet traffic. If not detected and handled correctly,
these can have a major (and often undetectable) effect on
the analysis results. For example, we commonly encounter
incomplete packet headers in trace files, where a captured
packet is truncated mid-way through a header. If care is
not taken, it can be easy to read data from beyond the end
of the capture record. This may lead to program crashes
or invalid data being incorrectly treated as packet contents.

Similar problems can arise with IP fragmentation, as novice
programmers often assume that the bytes following an IPv4
header will always be a transport header.

The libtrace API provides functions which allow direct
access to the packet headers at the metadata, link, IP and
transport layers. These functions will implicitly decode and
skip any preceding headers. For example, the trace get tcp

function will find and return the TCP header for a packet (or
NULL if no TCP header is present), without the user hav-
ing to concern themselves with the rest of the packet. The
Libtrace protocol decoders also detect and handle truncated
headers and IP fragments appropriately.

Libtrace recognises many protocol headers, including (but
not limited to) Ethernet, 802.11, VLAN, MPLS, PPPoE,
IPv4, IPv6, TCP, UDP and ICMP. Libtrace can also de-
code meta-data headers, such as RadioTap, Linux SLL and
Prism. New libtrace releases often add support for new
headers and link types. Libtrace programs linked against
new versions of the library will automatically be able to de-
code the new headers without code changes.

2.4 API
The libtrace programming API is the means by which de-

velopers access the trace processing capabilities of libtrace
and is the only component of libtrace which they interact
with directly. The C program shown in Listing 1 is a libtrace
program that reads packets from a capture source and ex-
tracts the standard flow 5-tuple fields (IP addresses, ports
and the transport protocol) and the IP total length. The
main function opens the capture and reads each packet in
turn using trace read packet. For brevity, we have omitted
from this example much of the error checking that should
normally be performed when opening and reading the cap-
ture. Each packet is passed to the per packet function
which finds the IPv4 header (skipping any packets that are
not IPv4) and extracts the desired information from the
packet.

As we are only interested in data from the IP header on-
wards, we use trace get ip to skip directly to the IPv4
header. Libtrace handles any preceding link layer headers,
so our only responsibility is to check that a valid IPv4 header
has been returned. The IP addresses and ports are retrieved
directly using the appropriate libtrace API functions. The
IP length and the protocol are determined by reading the
values from fields in the IP header returned by the call to
trace get ip. If further analysis at the transport layer is
required, trace get transport can be used to retrieve a
pointer to the transport header.

Because the intricacies of capture formats and compres-
sion libraries are handled internally within libtrace itself,
this program will cope equally well with any trace format
supported by libtrace. Similarly, the differences between
link layer protocols are dealt with transparently by the call
to trace get ip, so the properties of the network that the
input trace was captured from does not matter. By using
libtrace, this is all achieved using only 41 lines of code.

The libtrace API also allows for asynchronous reading
from input sources using the trace event function, mean-
ing that the main program will not block while waiting for a
packet to arrive. Instead, the libtrace API will return either
a time to wait or a file descriptor to wait on if no pack-
ets are available. This is particularly useful for developing
interactive or GUI-based measurement applications.
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In addition, there are Ruby bindings for many of the lib-
trace API functions that can be used to quickly script pro-
totypes of trace analysis tools which use all the features of
libtrace. However, trace processing with Ruby takes sig-
nificantly longer than an equivalent C libtrace program (as
shown in Section 3.1), so Ruby is not suitable for large or
complicated analysis tasks.

2.5 Performance
The trace data sets that we deal with in our research ac-

tivities are typically large and can take multiple days to
process. For example, the Waikato I trace set in the WITS
archive is 1.3 TB compressed and spans 620 days of capture
[7]. When dealing with such large datasets, even minor per-
formance enhancements can save hours of processing time.
As a result, libtrace incorporates a number of techniques
designed to maximise the performance of the library.

Firstly, as mentioned earlier, all I/O operations in libtrace
are conducted using a separate thread. This allows any com-
pression and decompression operations to be off-loaded onto
another CPU core, without the bottleneck that is created
by piping to and from separate gzip processes. Any analysis
that is I/O-bound, i.e. where the I/O operations require
more processing power than the analysis itself, will benefit
most from this approach.

When reading from live capture devices, libtrace utilises
zero-copy behaviour to improve performance. For instance,
instead of copying packet data from the DAG memory buffer
into a local buffer, libtrace operates directly on a pointer to
the memory in the DAG buffer. As most trace processing
tasks deal with each packet in sequence and then effectively
discards them, this approach saves an expensive memory
copy for each captured packet. If a packet does need to be
retained, the libtrace API provides a function that will copy
a packet into a buffer allocated by libtrace so that it will not
be inadvertently overwritten by the capture device.

Finally, libtrace caches the location of headers and the
values for length fields for each packet, saving time on sub-
sequent look-ups. For example, a call to trace get layer3

will result in the location of the IP header being cached.
If trace get transport is then called on the same packet,
libtrace can resume from the cached layer 3 header rather
than searching from the beginning of the packet again.

3. EVALUATION
In this section, we evaluate the impact of the design de-

cisions made during the development of libtrace in terms of
both ease of development and performance. We have com-
pared libtrace against four other trace processing libraries:
libpcap, libcoral, libnetdude and scapy, as well as the Ruby
libtrace bindings. The feature set of each library is briefly
summarised in Table 2.

Libcoral [3], a C library included in the CoralReef soft-
ware suite, bears the closest resemblance to libtrace. Lib-
coral supports reading from multiple trace formats (includ-
ing pcap and ERF) and has native support for compressed
pcap traces, although this is implemented using a forked
gzip process rather than the threaded approach employed
by libtrace. Libcoral has API support for writing trace files
using both the native CRL format and pcap, although each
format requires different API functions. CoralReef includes
a tool that is capable of writing ERF traces, but the con-
version is not part of the software library.

Listing 1: An example libtrace program.

1 #include <libtrace.h>

2

3 void per_packet(libtrace_packet_t *pkt) {

4 uint16_t src_port , dst_port , ip_len;

5 struct sockaddr_storage src_stor , dst_stor;

6 struct sockaddr *src_ip , *dst_ip;

7 uint8_t proto;

8 libtrace_ip_t *ip;

9

10 ip = trace_get_ip(pkt);

11 if (ip == NULL)

12 return;

13

14 src_ip = trace_get_source_address (pkt ,

15 (struct sockaddr *)& src_stor );

16 dst_ip = trace_get_destination_address(pkt ,

17 (struct sockaddr *)& dst_stor );

18 src_port = trace_get_source_port (pkt);

19 dst_port = trace_get_destination_port(pkt);

20

21 ip_len = ntohs(ip ->ip_len );

22 proto = ip ->ip_p;

23

24 /* Analysis code goes here... */
25 }

26

27 int main(int argc , char *argv []) {

28 libtrace_t *trace;

29 libtrace_packet_t *packet;

30

31 packet = trace_create_packet ();

32 trace = trace_create(argv [1]);

33 if (trace_start(trace)) return 1;

34

35 while (trace_read_packet(trace ,packet )>0) {

36 per_packet(packet );

37 }

38 trace_destroy(trace);

39 trace_destroy_packet(packet );

40 return 0;

41 }

Libnetdude [4] is also written in C and is designed to per-
form the underlying trace inspection and analysis for the
Netdude GUI. The library has been released separately to
allow users to develop their own trace analysis tools. Libnet-
dude supports reading from uncompressed pcap trace files
only and cannot read from stdin or a named pipe, so the
entire trace must be decompressed prior to opening it with
libnetdude. Protocol decoding is done using plugins that
describe how to decode each supported protocol header, en-
abling the library to be easily extended to accommodate
new protocols. Libnetdude does not include a plugin for
decoding IPv6 by default.

Scapy [5] is a Python module that can be used to decode
and analyse packets captured using the pcap format. Users
can use the Python language to quickly develop packet anal-
ysis scripts without having to deal with the memory manage-
ment and strong typing that is required in C programming.
Like libnetdude, scapy only supports the pcap format.

For the evaluation, we selected two analysis tasks and im-
plemented programs to perform the tasks using each eval-
uated library. The first task, which we refer to as “Ports”,
was to count both packets and bytes observed on each TCP
and UDP port. The byte count will be based on applica-
tion level bytes, i.e. from the end of the transport header.
The second task, “Scans”, was designed to replicate the data
gathering performed by the Bro IDS [8] for [9]. This analysis
required state to be maintained for each TCP flow observed
in the traces. To do this, we implemented a separate flow
maintenance library using 472 lines of C code. Each evalua-
tion program extracted the necessary information from each
TCP packet before passing it into the flow maintainer.

In developing the evaluation programs, we were careful to
ensure that all programs for a given analysis task produced
matching results and dealt with truncated packets, IP frag-
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Libtrace Libpcap Libcoral Libnetdude Scapy
First Released 2004 1994 1999 2003 2005
Language C C C C Python
Version Evaluated 3.0.12 1.1.1 3.8.6 0.12 2.1.0
Released Sep 2011 Apr 2010 Jun 2009 Mar 2010 Dec 2009
Supports Pcap X X X X X

Other Formats X 7 X 7 7

Reads Stdin X X X 7 X

Native Gzip X 7 X 7 X

Decodes IPv4 X 7 X X X

Decodes IPv6 X 7 X 7 X

Decodes VLANs X 7 X X X

Table 2: A summary of the evaluated trace analysis libraries.

Name Format Duration Packets TCP Flows
Waikato ERF 7 days 1,122 M 76.5 M
ISP ERF 1 day 1,860 M 67 M
MAWI Pcap 4 hours 523 M 23 M

Table 3: Trace sets used for the evaluation experiments.

ments and other edge-cases in the same fashion. Every effort
was also made to use the same coding style throughout, so
the lines of code would not be inflated for some programs
compared to others. We have made the source for the eval-
uation programs publicly available for reader evaluation 1.

The traces used for the evaluation are summarised in Ta-
ble 3. The Waikato traces came from the Waikato V trace
set and the ISP traces came from the Local ISP C-I trace
set, which are both part of the WITS traffic archive [7]. The
MAWI traces came from the MAWI traffic archive (the 2010
DITL set) [10]. The evaluation traces are only a subset of
the data available in their respective trace sets to ensure
that we could complete the evaluation in a timely manner.
All trace files were compressed using gzip.

Each of the trace sets presented challenges beyond simply
reading conventional Ethernet/IPv4 traffic. All three trace
sets contained IPv6 traffic tunnelled over IPv4. Also, the
ISP and MAWI traces contained native IPv6 traffic and all
of the ISP traffic was VLAN-tagged. The evaluation pro-
grams had to be able to parse all of those headers correctly.
Finally, the ISP traces contained wireless traffic, necessitat-
ing careful error checking due to the increased likelihood of
packet corruption.

As some of the evaluated libraries did not support either
compressed files or trace formats other than pcap, we re-
quired a standard method to convert the traces into a suit-
able format. We selected the zcat and dagconvert tools for
the decompression and format conversion respectively and
piped the output of the tools directly into the evaluation
programs via standard input. Note that the tools were only
used if needed; neither zcat nor dagconvert were used when
running the libtrace evaluation program, for example.

Reading the ERF traces with libnetdude was particularly
problematic: the libnetdude evaluation programs could not
read input from standard input or a named pipe without
crashing 2. Instead, we decompressed (and converted to

1http://wand.net.nz/trac/libtrace/wiki/PaperEval
2This also occurred with an example program included with
libnetdude, so this was not an error on our part.

Libtrace Libpcap Libcoral
Ports 158 261 220
Scans 125 204 167

Libnetdude Scapy Ruby
Ports 221 96 120
Scans 161 97 99

Table 4: Lines of code required for each evaluation program.

pcap, if necessary) the input traces and wrote them to disk,
producing a trace file that libnetdude could read success-
fully. This approach was only feasible because we were only
using short trace sets: doing this with the entire Waikato I
trace set would have required over 4 TB of free disk space.

3.1 Results
Table 4 shows the number of lines of code (LOC) required

to develop each of the evaluation programs, as measured by
sloccount [11]. As expected, the scripted programs needed
the least development effort, with scapy requiring less than
100 LOC for each analysis task. The libtrace programs used
the least LOC of all the C programs, needing 40% less lines
of code than an equivalent libpcap program. The libpcap
programs required the most development effort, due to the
need to develop code to parse each protocol header encoun-
tered in the traces. Libcoral and libnetdude were similar in
terms of lines of code, although an additional 161 lines of C
code were required to add IPv6 support to libnetdude.

Table 5 shows the amount of time taken to run each eval-
uation program against the three trace sets, measured using
the Linux time tool. We also ran the libtrace programs with
threading disabled (using zcat and pipes to decompress the
traces) to demonstrate the effect of the threaded I/O. All
evaluation tests were run on a lightly loaded Debian Linux
server. Tests with a duration less than an hour were run
multiple times and the fastest time reported. We have not
included any results for scapy because the scapy Ports pro-
gram took over 52 hours to process a single 24 hour Waikato
trace. As a result, it was not feasible to run all of the tests
and we concluded that scapy was therefore unsuitable for
long duration trace analysis. Ruby libtrace performed bet-
ter but was still much slower than any of the C libraries.

The libtrace program completed the Ports analysis fastest
for all three trace sets, principally as a result of the threaded
I/O. This is because the Ports analysis requires relatively
little processing power; the major limitation is the speed
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Waikato ISP MAWI
Libtrace 00:08:51 00:20:01 00:04:21
Libtrace (no threads) 00:12:15 00:25:54 00:06:12
Libpcap 00:12:09 00:25:45 00:06:12
Libcoral 00:12:12 00:29:50 00:04:24
Libnetdude 00:30:43 00:49:19 00:14:41
Ruby 03:53:39 06:00:44 01:43:45

(a) Ports Analysis.

Waikato ISP MAWI
Libtrace 00:19:39 00:32:49 00:09:09
Libtrace (no threads) 00:22:45 00:35:05 00:09:52
Libpcap 00:19:15 00:31:07 00:08:35
Libcoral 00:21:35 00:35:35 00:09:42
Libnetdude 00:47:23 01:16:34 00:22:10
Ruby 04:33:16 06:43:05 02:07:39

(b) Scans Analysis.

Table 5: Time taken to run the evaluation programs
(HH:MM:SS).

that packets can be read from disk. The difference between
libtrace and other libraries was significant for the Waikato
and ISP traces: libpcap, which was next fastest, required
40% more time to complete the same analysis. However,
libcoral was only three seconds slower than libtrace when
processing the MAWI traces; libcoral forks an additional
process to read pcap trace files, which improves the I/O
speed, but this does not occur when reading ERF trace files.

When performing the Scans analysis, we found that libp-
cap was slightly faster than libtrace. Due to the processing-
heavy task of having to maintain a flow table, the Scans
analysis was not I/O-bound and therefore libtrace’s threaded
I/O offered little advantage over the piped I/O used by the
libpcap program. Instead, the speed of the protocol de-
coders was the critical factor: profiling showed that the in-
creased function call overhead from using the libtrace API
functions was sufficient to give libpcap a slight performance
edge. However, the caching of header locations enabled lib-
trace to outperform the libcoral analysis.

4. CONCLUSION
In this paper we have described libtrace, an open-source li-

brary for reading, processing and writing packet traces that
we believe offers the best compromise between the effort
required to develop a trace analysis program and the sub-
sequent performance of that program. We have discussed
the problems typically encountered when working with pas-
sive network traces, especially when using libpcap, and the
methods used by libtrace to solve or alleviate them.

We have evaluated our library by implementing two trace
analysis tasks using several trace analysis libraries, including
libtrace and libpcap, and measuring both the development
effort required and the time taken to run the analysis over
some sample trace sets. We found that libtrace offered the
best performance for I/O-bound analysis tasks (40% faster
than an equivalent libpcap program) and was second-fastest
when running an analysis-heavy task, where libpcap proved
slightly faster due to less function call overhead.

However, the real strength of libtrace lies in the program-
ming API, which allows easy development of analysis pro-

grams. Libtrace deals with the intricacies of capture for-
mats, network protocols and edge-cases internally, leaving
the programmer free to concentrate on measuring the rele-
vant network properties instead. Using libtrace required less
development effort (measured using lines of code) than any
of the C libraries that we evaluated. The scripted language
libraries were faster to develop with, but the performance
of the resulting programs proved to be unsuitable for large-
scale trace analysis. By contrast, the libpcap programs re-
quired the most lines of code, due to the lack of protocol
decoding functions in libpcap and the need to detect and
handle special cases explicitly.

A libpcap program may perform better in some instances,
but significant expertise and time are required to develop a
libpcap program that delivers accurate and reliable results.
Libtrace allows researchers to quickly and easily develop pas-
sive network analysis tools that “just work” regardless of the
capture format or network configuration, which we regard
as a valuable contribution to the measurement community.

Libtrace remains under continuous development and sup-
port for new protocols and capture formats is added on a
frequent basis. There are also ongoing efforts aimed at im-
proving performance; for instance, we have developed an
experimental JIT compiler that may allow for BPF filtering
that is faster than the standard libpcap implementation.

The latest version of libtrace can be freely downloaded
from http://research.wand.net.nz/.
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