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ABSTRACT
In double-blind reviewing (DBR), both reviewers and au-
thors are unaware of each others’ identities and affiliations.
DBR is said to increase review fairness. However, DBR may
only be marginally effective in combating the randomness
of the typical conference review process for highly-selective
conferences. DBR may also make it more difficult to ade-
quately review conference submissions that build on earlier
work of the authors and have been partially published in
workshops. I believe that DBR mainly increases the per-
ceived fairness of the reviewing process, but that may be
an important benefit. Rather than waiting until the final
stages, the reviewing process needs to explicitly address the
issue of workshop publications early on.
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1. INTRODUCTION
In large parts of computer science, conference reviewing

has two objectives, namely to select technically sound and
interesting work for presentation and, for highly-selective
conferences, to nominate the “best” set of papers in a partic-
ular discipline. From my personal experience, in many con-
ferences, about 20-30% of the submitted papers are good:
they address an interesting problem of some importance,
appear technically sound, contain novel results and are suf-
ficiently well-written. However, many ACM conferences se-
lect far fewer papers for presentation, making the review
process significantly more difficult and charges of bias, fa-
voritism, cliquishness and group think more common.

This problem is not unique to reviewing papers. For ex-
ample, in our discipline, grant agencies face the same prob-
lem of receiving far more qualified proposals than can be

funded. (There is a difference in that the conference selec-
tion problems are largely self-inflicted, as it is generally far
easier to increase the number of accepted papers than to
increase the NSF budget.)

As with all such processes, the details of the process re-
main, by necessity, confidential, so it is necessary that au-
thors have some assurance that their labors are evaluated
fairly, even if they cannot hear the detailed discussions or
weighing that takes place behind closed committee doors.

Thus, the community has developed a set of fairness rules
that try to limit both the very real possibility and the per-
ception of favoritism. Such rules include conflict-of-interest
stipulations that exclude advisors, collaborators and col-
leagues from the same institution from reviewing papers.
Some conferences also impose special conditions on submis-
sions from technical program committee chairs and even pro-
gram committee members, in some cases excluding them al-
together and in other cases merely raising the bar for such
papers. With such rules, it is generally much easier to pre-
vent biased positive reviews than unduly negative ones, a
problem that the computer science community has acquired
a reputation for.

After excluding reviews based on conflicts-of-interest and
perceptions of insider advantage, the third approach to re-
ducing biased reviews is to use double-blind reviews (DBR),
where the author identities and affiliations are hidden from
the reviewers. Single-blind reviews (SBR), on the other
hand, simply hide the reviewer identities from authors, with
the goal to allow reviewers to provide frank feedback with-
out worrying about personal or professional repercussions.
(Experiments with open reviews, where all identities are dis-
closed, have been performed [1], but are beyond the scope
of this discussion.)

Below, I will try to highlight why I believe that DBR
should be seen, at best, as a tool that mostly maintains
the important perception of fairness, rather than dramati-
cally change the review outcome. Thus, similar to the often-
derided “security theater” at airport checkpoints, DBR may
be partially “review theater”. It may not actually help in a
scientifically-measurable fashion and is easily circumvented
by a determined adversary. Nevertheless, it serves an impor-
tant role in upholding the norms and values of the commu-
nity for highly-selective conferences. However, as discussed
below, DBR can cause serious side effects (Section 4) if it
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forces or encourages authors to obscure the relationship to
their earlier work. Thus, I argue that if community norms
and customs call for DBR, it should be handled judiciously,
recognizing its limitations and addressing the practical prob-
lems (Section 5). In particular, DBR should not be used as
an excuse to avoid looking at more systemic problems, such
as technical program committees that do not reflect the di-
versity of research styles and topics of the community.

2. WHY DOUBLE-BLIND REVIEWING?
Many ACM and, more specifically, ACM SIGCOMM con-

ferences use double-blind reviewing (DBR) [2, 3]. In double-
blind reviewing, the paper submitted for review does not
contain author names. As in single-blind reviewing, the au-
thors are not told who reviewed the paper. While not always
clearly stated, the goal of double-blind reviewing is to re-
move bias in the review process, particularly the perception
that work by well-known (“prolific”) authors or from highly-
ranked institutions will be given more credence than work of
similar quality from other authors and institutions1. DBR
may also make it less likely that personal likes and dislikes
color the review, outside the normal range of conflicts of in-
terest that should prevent review assignments. Some also
claim that double-blind reviewing may help reduce gender
bias, although there does not appear to be any systematic
study of this effect in computer science papers. In general,
the quantitative evidence for the impact of double-blind re-
viewing on paper selection (or on perceived fairness) is not
particularly strong and the result may depend on the met-
rics, as illustrated by the analysis of SIGMOD submissions
[3, 2].

DBR is related to the recently adopted custom in the
United States of omitting a candidate’s birthday and pic-
ture from his or her resume, to avoid racial and age bias,
or a preference for good-looking candidates, during the pre-
interview selection process. The evidence for the effect of
these appears to be somewhat stronger, however, than for
DBR.

DBR may also combat reviewer laziness when reading pa-
pers authored by recognized experts. For example, if the
author is known to the reviewer, a reviewer may be tempted
to skim the analysis since the author presumably knew what
he or she was doing, and may even be more versed in the
mathematical details than the reviewer. This may prevent
mistakes from being discovered, but, more likely, may al-
low presentation errors, such as missing definitions, trun-
cated equations or inconsistent use of variable names, to
slip through during the review process.

3. THEN, WHAT’S THE PROBLEM?
Different conferences are likely to be affected by DBR to

a varying degree. For example, the normal “noise” in the re-
view process already makes it difficult to have reproducible
acceptance decisions for conferences that only accept one in
eight or ten papers. For such highly-selective conferences,
reducing the impact of author identities on the fate of bor-
derline papers may be helpful, even if it would make almost
no difference for slightly less selective conferences. How-
ever, it may also lead to false complacency — “we’re doing

1Some claim the opposite effect: Reviewers may tire of the
work of certain individuals or hold prolific authors to a
higher standard.

double-blind reviewing, so the process must be fair.” As
we will discuss below, DBR can, at best, be a first step in
thinking about the proper role of conferences and it is not
clear that using conference paper selection as a means for
evaluating researchers is appropriate.

The concern about the effectiveness of DBR is summa-
rized in a recent article [4]: “Submitting papers anony-
mously does not work as well as one would hope. Authors
who report on ‘ongoing work’ who have prior publications
can be discovered with a quick search on the Web. Papers
often include clues such as grants on which the work was
supported, or names of proprietary software used for the
work, that make such discovery easy if not trivial. In a
world where most Computer Science education profession-
als have web presence, and finding information on the web
is increasingly easy, it may be time to reexamine the need
for, and the advantages of anonymous submissions.”

Even with SBR, it is unlikely that an obviously wrong
paper by a “star” author will be accepted in a well-run con-
ference. Interesting work, rejected for the wrong reasons,
will likely be published in some other conference — after
all, there is hardly a dearth of networking conferences. Un-
fortunately, the stakes for reviewing have gotten higher for
authors, as the number of papers accepted at highly-selective
conferences has become a metric used to evaluate faculty and
tenure candidates for hiring and promotion. Particularly in
that context, relying on DBR to give a process that has a
fair amount of randomness the sheen of scientific rigor, sim-
ilar to double-blind drug trials, may well cause significant
harm.

As noted, one oft-cited advantage [2, 5] is the perception
of fairness that is helped by DBR. However, the SIGCOMM
conference regularly attracts criticism that certain authors
or institutions have a leg up, despite having used DBR for
many years.

The debate about review policies may obscure a larger
problem. One could argue that we are probably exceeding
the resolution of our evaluation tools, so that the fixation
with double-blind reviewing and other procedural consid-
erations, such as author responses [6], merely obscures the
inherent limitations of a process that strongly depends on
the choice of the reviewers and the dynamics of a technical
program committee meeting, even if there was an objective
standard what the “best” papers were in a particular con-
ference year. For example, while not meant to measure such
randomness, the SIGCOMM 2005 shadow PC experiment
[7] yielded a high variation in the set of accepted papers,
with only roughly half the accepted papers appearing both
in the set chosen by the shadow TPC and the real TPC.

4. IMPLEMENTING DOUBLE-BLIND RE-
VIEWS EFFECTIVELY

Here are some suggestions on how to implement DBR ef-
fectively. It should be noted that there are two stages where
anonymization may matter, namely while TPC members
write their reviews and then during the technical program
committee discussion. During the latter, maintaining author
anonymity can be particularly challenging if the author is
on the TPC or from an institution well-represented on the
TPC. If suddenly all Stanford University members of the
committee are asked to take a coffee break during the delib-
erations for a paper, it may not take the rest of the commit-
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tee all that much guess work to identify the likely authors
and institution. No amount of text obfuscation will com-
pensate for the coffee break indicator. Even though it may
well remove most of the fairness advantages for the border-
line papers that get discussed at TPC meetings, I will focus
on the written reviews, simply because there does not ap-
pear to be a good solution to the TPC meeting problem,
except perhaps randomly ejecting TPC members to obscure
the author institution.

DBR serves a goal, that is, allowing reviewers to focus on
the work, not the authors. However, in practice, the goal
is mostly to remove the identity of prolific authors as there
seems to be little point in removing the names of authors
that few reviewers have heard of. (Removing institutional
information may still be helpful, as it may be harder to take
papers seriously if they are authored by somebody teaching
at a community college.)

Once a particular conference has decided to implement
double-blind reviewing, the conference chairs and steering
committee have to decide how far to push the removal of
author-identifying information. The ACM Transactions on
Database Systems [5] provides some rules. Obviously, the
paper under review should not list any authors and institu-
tions, and should omit any “incriminating” acknowledge-
ments and avoid revealing filenames. None of these are
necessary for evaluating the paper content and can thus be
omitted during the review process. These simple steps alone
probably anonymize the paper for a majority of reviewers
[8].

However, self-citations can easily reveal the authors with
minimal inspection. Since authors routinely cite their ear-
lier work and prolific authors have no incentive to hide their
identity, the simple statement “As we showed in [42]” un-
masks at least some of the authors for all but the most
careless reviewer. Thus, the next step is to ask authors to
convert such citations to the third person. This is probably
where the easy rules and guidelines end.

5. DEALING WITH INCREMENTAL PUB-
LICATION

Particularly for highly-selective conferences, many of the
competitive papers will contain material that has been pub-
lished earlier in workshops or been discussed at principal in-
vestigator meetings. Among other identifying items, it may
contain project, protocol or algorithm acronyms. The cur-
rent SIGCOMM FAQ2 encourages such an approach: “When
reviewing the subsequent, more mature submissions of such
work, reviewers are advised to first assess whether there is an
adequate additional contribution over the previous, prelim-
inary version of the paper, if so, then reviewers are advised
to measure the full-length submission not just in terms of its
additional contribution but on its entire content. This policy
aims to encourage the development of work while also en-
couraging publication of work when it is in its earlier stages.”
However, the reviewer can only identify whether there is
substantial additional contribution if they know the earlier
work, either because they are personally familiar with it or
because the authors cite that work. If the authors obscure
the relationship to the earlier work, one of two undesirable
outcomes are likely:

2http://www.sigcomm.org/about/policies/frequently-
asked-questions-faq

Unjustified suspicion of plagiarism: If the reviewer rec-
ognizes the work, but does not recognize the project
acronym and the text contains no indication of the
earlier work, the reviewer may well get suspicious and
search for text snippets online, most likely finding the
earlier paper. The reviewer then has to confirm with
the TPC chair that the paper under review is indeed
original work and not plagiarized. At this point, clearly
all author anonymity has been lost, and the reviewer
has wasted time on a wild goose chase.

Undiscovered self-plagiarism: Unfortunately, there are
indications that self-plagiarism and double submissions
are no longer rare. For example, during this year’s
IFIP Networking conference, where I serve as TPC
co-chair, we have had two papers that were verbatim
compilations of earlier work by the authors. While
plagiarism detection systems such as docoloc can fer-
ret out some of these cases, they are not perfect, they
missed in this case a publication in a very recent con-
ference.

The SIGCOMM FAQ currently recommends essentially a
conditional review with the outcomes accept, accept-only-
if-common-authors (i.e., not plagiarized) or reject. In my
opinion, suspending suspicion of plagiarism while spending
an hour or two on a review and possibly considerable time
at the TPC meeting seems beyond what one can require of
a reviewer or technical program committee.

Simply having the authors indicate that the paper con-
tains material from an earlier publication, but not identi-
fying the precise reference, does not help much since the
reviewer can then make no judgement as to whether the
incremental contribution is sufficient to merit publication.
Alternatively, the conference can set up an incremental nov-
elty examination (ICE) board e.g., consisting of former TPC
members, that only investigates such cases and declares pa-
pers to be fit for review or too much of a cut-and-paste
job. To speed up the process, authors would be asked to
declare which earlier papers of theirs the new submission is
based on, and outline the major differences to the earlier
submissions, with that information visible only to the ICE
board. (This review could theoretically be performed by the
chairs, but since it has to be done quickly to avoid delaying
the review process, a larger committee seems appropriate.)
While requiring extra effort and possibly delaying the review
process, this seems preferable to having the reviewer do de-
tective work. It also seems likely to increase consistency, so
that all papers containing previously published results are
held to the same standard of incremental contribution.

Such self-declaration may also make it less likely that
an author “forgets” about double submission rules or self-
plagiarism considerations, so it may be worthwhile even
without DBR.

In general, since the effectiveness of blinding will vary with
the paper and the set of TPC reviewers assigned, the fair-
ness effect will also be somewhat random. Some reviewers
for some papers will suspect or know the authors, others
will not. Since good TPC members should be very familiar
with the current work in the paper’s technical area, it could
almost be considered disqualifying if they do not recognize
the work of a prolific author in that area.

Given that trying to obscure technical content by editorial
changes is unlikely to be effective for prolific authors with
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high-visibility projects, heroic obfuscation measures seem to
cause more harm and wasted effort than they are likely to
increase reviewer objectivity. Thus, DBR may be more of
a placebo, working to create a sense of fair play mainly be-
cause we believe it does, but that should not distract from
the need for harder-to-make changes in our publication pro-
cess.

6. CONCLUSIONS AND RECOMMENDA-
TIONS

Below, we summarize the main conclusions and recom-
mendations:

• Double-blind reviewing primarily affects the perceived
positive bias towards prolific, well-known authors.

• There is some, but not strong, indication that double-
blind improves reviewing fairness, but the inherent
“noise” selecting a small fraction of the submitted pa-
pers may not be substantially reduced and there may
be other, more significant, factors that bias the review
process towards certain kinds of papers or favor par-
ticular research groups.

• Simple removal of author names and affiliations may
not be sufficient to obscure the provenance of papers
written by prolific authors, and the effect may be hap-
hazard.

• Having authors declare and contrast earlier work as
part of their submission may allow a committee to deal
more effectively and fairly with publication building on
earlier work.

• It would be interesting to run an experiment to see how
well the reviewers of the paper and the TPC overall
can guess one or more of the authors after completion
of the review process and before the paper selection is
published.
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